ANCOVA                                                                                                                   Analysis of Experimental Data (Linear Models)

ANCOVA                                                                                            
                   General Linear Model                                                                                                         

                                   THE ANALYSIS OF COVARIANCE

We again consider experiments to compare the effects of several treatments (or treatment-combinations, if there is more than one factor) on a given response variable. In order to increase the precision of treatment comparisons, we wish to reduce the uncontrolled variation in the treatment responses due to differences amongst the experimental units.

We have already seen that one way of achieving this is to group the units into blocks of units that are as homogeneous as possible (with respect to some grouping criterion), so that some of the uncontrolled variation can be accounted for by including block effects in the model.

Another way of reducing uncontrolled variation due to differences amongst experimental units is to measure for each unit, in addition to the treatment response, the values of one or more variables that are characteristic of the unit, and which could have an effect on the treatment response. We can then account for some of the uncontrolled variation by including the additional variables as quantitative covariates in the model (i.e. by including regression terms).

The covariates that are measured on each experimental unit, in addition to the treatment response, are called concomitant (meaning ‘accompanying’) variables. The additional variables should only measure characteristics of the units that could affect the treatment response, and must not themselves be affected by the particular allocation of the treatments to the units. This is guaranteed if they are measured before the treatments are applied. 

As an example of a situation in which a concomitant variable could be used to reduce uncontrolled variation, consider an experiment in which t methods of teaching reading to children are compared in s schools. Suppose each method is used to teach a different group of  r children in each school (the children being randomly allocated to the teaching methods), and let 
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 denote the mark obtained in a reading test by the kth child taught by the ith method in the jth school, at the end of the experimental period. Then, assuming that the effects of teaching method and school are additive, an appropriate model for the marks obtained is
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where     (  is the ‘reference’ level,
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 is the effect of the ith teaching method ,
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 is the error in the observation, where  
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For this model, we would use a two-way analysis of variance to test for differences between the effects of the teaching methods, and between the effects of the schools, on a child’s reading skill.

Now, some of the uncontrolled variation in the test marks could be due to differences

in the mental abilities of the children (the experimental units), which we can measure by giving the children an intelligence test (performance in the test not depending on reading ability). Let 
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denote the intelligence test mark obtained by the kth child taught by the ith method in the jth school. We can then use the intelligence test mark as a concomitant variable to account for the effect of a child’s intelligence on the reading test mark, and so reduce uncontrolled variation, by including it as a quantitative covariate in the model, thus:
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For this model, the response variable depends both on the effects of factor levels (which correspond to categorical covariates) and on the effect of a quantitative covariate – it is a mixture of analysis of variance and regression models. However, it is just a particular case of the general linear model, and so the usual methods of analysis apply.

The purpose of including the intelligence test mark as quantitative covariate in the above model is to reduce uncontrolled variation due to differences amongst the children, and so increase the precision of comparison of the effects of teaching methods, and schools, which are of principal interest. An analysis of variance to test for differences between the effects of the levels of one of these factors under the above extended model, which takes account of the effect of the quantitative covariate, is sometimes called an analysis of covariance.

Although the effect of the concomitant variable may not be of direct interest, we can test whether or not its use was effective by testing whether or not 
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. There are situations in which a response variable depends on the effects both of factor levels and quantitative covariates, where the effects of the quantitative covariates are of direct interest in their own right. 

[Note. Although the values of a concomitant variable may not be fixed in advanced, but observed along with the values of the response variable, we may treat them as fixed constants by regarding the distribution of the response variable for each unit to conditional on the corresponding observed value of the concomitant variable.]

The Completely Randomised Design to Compare Several Treatments with one Concomitant Variable
Consider an experiment to compare the effects of  t treatments on a given response variable, where treatment i is replicated 
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 times,  i = 1, …, t. For the completely randomised design, the 
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experimental units required in the experiment are allocated at random to the treatments.

Suppose we observe for each unit both the response for the particular treatment it receives, and the value of a suitable concomitant variable that measures the effect of the unit itself on the response. Let Yij , xij denote, respectively, the response and the value of the concomitant variable for the jth unit that received treatment i. We assume the model
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where      (  is the ‘reference’ level,

               (i  is the effect of treatment i ,

               (ij  is the error in the observation, where  (ij ~ IN(0, (2) .

For this form of the model, the parameters ( , (i ,  i = 1, …, t ,  are not fully specified (one of the parameters is redundant), and so are not estimable. Although this is not a problem, as only the differences between the treatment effects, which are estimable, are of interest, for simplicity we shall put  (i = (  + (i , and write the model in the alternative form 
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for which all the parameters are fully specified, and therefore estimable. For this form of the model,  (i – (u = (i – (u , and so represents the difference between the effects of treatments i and u.

The alternative form of the model shows that, for each treatment i ,  i = 1, …, t ,  the response variable Y  has a simple linear regression on the concomitant variable x , where 
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 is the intercept and ( is the slope of the true regression line. The t regression lines thus have different intercepts (corresponding to different treatment effects), but have the same slope. 

The assumption of a common slope, for the t regression lines, means that the effect of an experimental unit on the response does not depend on the particular treatment that has been allocated to it, which is a basic assumption when analysing experimental data.

The assumption of a common slope can be formally tested, if required, provided       
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 ( 2 for all treatments, with 
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 ( 3 for at least one treatment. More simply, a graphical check of the assumption can be carried out by plotting, as a single graph, the observed treatment response against the value of the concomitant variable for each treatment. If the assumption of a common slope is correct, then the underlying trends of the plots for the different treatments should appear to be approximately parallel straight lines, as illustrated below in figure 1 for the case of three treatments. The plot will also provide a check of the requirement that the concomitant variable is not affected by the treatments. As the units are allocated at random to the treatments, if the concomitant variable is not affected by the treatments, then the spread of the values of the concomitant variable should be approximately the same for each treatment, as we see in figure 1. If a concomitant variable is affected by the treatments, then an analysis based on it may fail to detect any differences between the treatment effects, and differences between treatment effects may be much under-estimated.
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The assumption that the effect of the concomitant variable on the treatment response is linear (the simplest form of relationship), though usually satisfactory in practice, is not essential, the essential requirement being that the effect does not depend on the treatment. Suppose in the plot of treatment response against concomitant variable, the underlying trends of the plots for the different treatments appear to be approximately parallel curves, as illustrated in the figure 2 for the case of three treatments.
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If the parallel curves appear to be quadratic, for example, then we could account for the effect of the concomitant variable using the model
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which is equivalent to having two concomitant variables x and x2.

Least-Squares Estimators of the Model Parameters

We now return to the case where the concomitant variable has a linear effect on the treatment response, and take the model in the form
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in which all the parameters are fully specified. The matrix form of the model is

           Y = 
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where the design matrix is of full rank  t + 1 (assuming N > t + 1) and all the parameters are estimable.

The least-squares estimators are more easily found by solving the normal equations 
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Hence, the normal equations are
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(These equations have, of course, a unique solution, as the least-squares estimators of the parameters of the above model exist.)

From the first group of equations, dividing by 
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Hence, the least-squares estimators are
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Variances and Covariances of the Least-Squares Estimators
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or, in matrix form
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the last column vector being  X(Y. Since 
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Comparison of Pairs of Treatment Effects
The difference 
[image: image37.wmf]u

i

u

i

a

a

t

t

-

=

-

 between the effects of treatments i and u is estimated by  
[image: image38.wmf])

(

ˆ

ˆ

ˆ

×

×

×

×

-

-

-

=

-

u

i

u

i

u

i

x

x

Y

Y

b

a

a

  (an unbiased estimator, as least-squares estimators are unbiased estimators of their respective parameters), which has variance, from the above results,
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This variance is itself estimated by replacing the unknown error variance (2 by its usual estimator S2 = MSR , which has  n – p = n. – (t + 1) d.f. (see below for an expression for the residual sum of squares SSR). Then, under the normality assumption, the above results can be used for inferences about the true difference 
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Note.

The true mean response for treatment i, 
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. These estimators are called adjusted sample treatment means, since they ‘adjust’ the sample treatment means to take account of the effects of the concomitant variable; without the concomitant variable, the true mean response for treatment i would be estimated just by the sample treatment mean 
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Hypothesis Testing

The sum of squares for the parameters of the above model is
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D.f. of  SS(() = rank of X = number of parameters = t + 1.

The residual sum of squares is
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and has n. – (t + 1) d.f.

To test whether or not the t treatments have the same effect, we test the null hypothesis
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The matrix form of the model under 
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 , say,  where the matrix X1 is of full rank 2.

The normal equations for fitting this model to the observation are 
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Hence, the normal equations are
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From the first equation,  
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Hence, the least-squares estimators of the model parameters under 
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The sum of squares for the parameters 
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D.f. of  SS((1) = rank of X1 = number of parameters = 2.

The extra sum of squares for differences between the treatment parameters (i (which represent differences between treatment effects), having fitted the parameters ( , ( , is

  SS(differences between (i |( , () = SS(() – SS((1) ,   which has  (t +1) – 2 = t – 1 d.f.

(This is the sum of squares for differences between the treatments, adjusted for the effect of the concomitant variable, or covariate.)

The analysis of variance (often called an analysis of covariance) is 

	 Source of Variation
	             SS
	    DF
	             MS

	Due to (, (
	             SS((1)
	      2
	           – 

	Due to diff. between (i ,

having fitted (, (
	SS(diff.(i |( , ()
	    t – 1 
	MS(diff.(i |( , ()

	Residual
	             SSR 
	n. – t – 1 
	         MSR

	Total (uncorrected)
	             Y(Y
	      n. 
	           – 


The statistic for testing 
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Note.

If desired, we can present this ANOVA (or ANCOVA) in traditional form, by decomposing the sum of squares SS((1) for the parameters (, ( into a sum of squares SS(( ) for the constant term ( , i.e. for fitting the model  
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each having 1 d.f.

Removing the contribution SS(( ) due to the constant term, we obtain the traditional form of the ANOVA as a breakdown of the corrected total sum of squares:-

	Source of Variation
	                  SS
	   DF

	Due to the concomitant variable

(unadjusted)

(or, due to (  having fitted ()
	            SS(( |()


	    1



	Due to treatments (adjusted)

(or, due to diff. between (i ,

having fitted (, ()
	SS(diff. (i |( , ()


	  t – 1 



	Residual
	                SSR
	n. – t – 1

	Total (corrected)
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To test whether or not the concomitant variable affects the response, i.e. whether or not it is effective in reducing random variation, we test the null hypothesis 
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The matrix form of the model under 
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 , say,  where X2 is of full rank t .

The normal equations for the least-squares estimators of the parameters of the model under 
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Hence, the normal equations are  
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,  with  d.f. = rank of X2 = no. of parameters = t.

The extra sum of squares for the parameter (  having fitted  (1, (2, …, (t  ( for the

concomitant variable, adjusted for the treatments) is 

             SS(( | (i) = SS(() – SS((2) ,  with  d.f. = (t + 1) – t = 1 .

The ANOVA is 

	Source of Variation
	     SS
	   DF
	    MS

	Due to (i
	  SS((i)
	    t
	     – 

	Due to ( , having fitted (i
	 SS(( | (i)
	    1
	MS(( | (i)

	Residual
	    SSR 
	n. – t – 1 
	    MSR

	Total (uncorrected)
	    Y(Y
	    n.  
	     – 


The statistic for testing 
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In the following example, we could apply the algebraic formulae derived above. However, we shall work numerically from first principles.

Example 1.

An experiment was carried out to compare the effects of three different treatments on the abrasion loss of synthetic rubber. The following measurements were made of abrasion loss for specimens of rubber prepared using each treatment. The hardness of each specimen was also measured for use as a concomitant variable. 

	                                                Treatment 1 

	Abrasion loss
	372    206    175    154    136    112      55      45    221    166

	Hardness
	  45      55      61      66      71      71      81      86      53      60


	                                                Treatment 2 

	Abrasion loss
	164    113      82      32    228    196    128      97      64    249

	Hardness
	  64      68      79      81      56      68      75      83      88      59

	                                                Treatment 3 

	Abrasion loss
	219    186    155    114    341    340    283    267    215    148

	Hardness
	  71      80      82      89      51      59      65      74      81      86


The model for the abrasion loss Yij of the jth specimen prepared using treatment i, and having hardness xij, is taken to be  
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 , where the errors are independent random variables, each distributed N(0, (2).

(i)    Plot, on the same graph, abrasion loss against hardness for the three treatments,

        and comment on whether or not hardness appears to be a suitable concomitant

        variable.

(ii)   Obtain the least-squares estimates of the parameters of the model, and the sum of

        squares for the parameters.
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