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                              DESIGN OF EXPERIMENTS: INTRODUCTION

Science is concerned with understanding variability in nature, statistics is concerned with making decisions about nature in the presence of variability, and experimental design is concerned with reducing and controlling variability in ways which make statistical theory applicable to decisions made about nature.

What is an Experiment?

For example, an experiment is conducted to determine whether oven temperature has an effect on the lifetime of an electrical component. Twenty components were assigned at random to one of 4 oven temperature giving the following data:
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Is there evidence that oven temperature really does have an effect on component lifetime?

Terminology

Factors

The basic process variables being investigated in an experiment are referred to as factors. The example above is a single-factor experiment- the factors being temperature.

Levels of Factors or Treatments

The different values taken by a factor in an experiment are referred to as levels. The experiment above has 4-level:  
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Response

The aim of an experiment is to investigate wheat effect the factor or factors have on the response. The response in experiment above is lifetime.

Experimental Units

These are the individual items upon which the response is measured. The 20 electrical components of experiment above are the experimental units.

In general, we consider experiments to compare the effects of several treatments, or levels of a factor(s), on an a response variable. An experiment consists of applying each treatment to a different set of experimental units, and measuring, or observing, the value of the response variable for each experimental unit.

Example: To compare several varieties of wheat for yield, each variety of wheat would be grown on several plots of land, and the yield of wheat per given area measured for each plot.

Factor(s):
 wheat

Levels of Treatments: several varieties of (wheat)

Response: yield

Experimental Units: plots of land
We consider those experiments (such as the above) in which there is variation in the observed responses even for different experimental units receiving the same treatment, and where this variation is comparable in magnitude to the differences between the effects of the treatments being investigated. This uncontrolled variation, which may be due to differences amongst the experimental units, or to extraneous influences outside the experimenter’s control, or possibly to some ‘inherent’ variability in the effect of a treatment, masks any differences there may be between the effects of the treatments, and so statistical methods are required to detect and estimate such differences. The experiment therefore needs to be designed, or planned, so as to provide information (data) on the effects we wish to investigate from which valid statistical inferences can be drawn. 

There are some experiments, notably in physics and chemistry, where conditions can be controlled so precisely that uncontrolled variation in the results is small enough to be safely ignored, and statistical methods are unnecessary. However, experiments requiring statistical design occur widely in agriculture, biology, medicine, industry and technology.

How to design the experiment for suitability of statistical inference?

Replication

Consider the oven temperature experiment above. If only one component was used at each temperature level, there would be no way of measuring experimental error (chance effects) since there is no `within group variation’. Thus, one reason for taking more than one observation at each level is to provide a means for estimating the error variance so that tests can be made. Another reason for replication is that we then have more precise estimates of the treatment effects—more precise in the sense that the standard errors of the estimates are smaller. In the case of estimating a population mean 
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 with a sample mean 
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 the standard error of the mean is 
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. The more replicates we have (the large n is) the smaller this standard error will be, so we can expect the sample estimate (
[image: image13.wmf]X
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 is a more precise estimate of
[image: image16.wmf]m

.

Randomisation

Randomisation in an experiment is carried out to avoid biases in the data which would result if a treatment were being continually favoured or handicapped in successive replications.

We suppose that the observed response, when a particular treatment is applied to a particular experimental unit, consists of

                         
[image: image17.wmf] 

  

unit

 

erimental

p

ex

 

the

   

on

 

depending

 

quantity

 

a

 

 

treatment

 

the

         

on

 

depending

 

quantity

 

a

÷

÷

ø

ö

ç

ç

è

æ

+

÷

÷

ø

ö

ç

ç

è

æ

,

and is unaffected by the particular allocation of the other experimental units to the treatments. (For the moment we shall ignore any extraneous influences on the observed response.)

As the experimental units may not be homogeneous, we must try to ensure that differences amongst them do not have systematic effects on the responses to the different treatments, as this would bias, and so invalidate, treatment comparisons. For example, in an experiment to compare two methods of performing a certain job (the treatments)  with respect to the time taken to complete the job (the response variable), suppose that one method was used by workers on the day shift and the other method by workers on the night shift (the experimental units). Then, any overall difference we might find between the times taken to complete the job by the two methods could be due to a difference between the performance of workers on the two shifts, rather than to a difference between the two methods, and it is impossible to separate the two effects with the given design (they are said to be confounded).

To ensure that the experimental units allocated to each treatment do not differ from one another in a systematic way, the units should be allocated to the treatments at random. Thus the following principle of randomisation is employed in all experimental designs:

Within the framework of a given experimental design, the experimental units to be used are allocated at random to the treatments.

We should also randomise over all extraneous factors that we recognise which could influence the response variable. For example, if the application of the treatments to the experimental units is spread over a day, then the experimental order should be randomised in case the time of day affects the response. 

Any randomisation should be carried out objectively using random numbers, or random permutations, either generated by computer, or taken from published tables. For example, suppose we are comparing three treatments T1, T2, T3, where T1 is to be applied to four experimental units, and T2, T3 to three units each. Then the 10 units (numbered 1-10) required for the experiment may be objectively allocated at random to the treatments, by writing down a random permutation of the numbers 1 to 10, and allocating the first four units in the permutation to T1, the next three to T2, and the last three to T3 , e.g.

   random permutation:     7       3       2       4       6      10       9       8       1       5

   treatment allocation:     T1      T1     T1     T1      T2     T2       T2     T3     T3      T3   

Suppose we are comparing t treatments T1, T2,..., Tt, where Ti is to be applied to ni 

experimental units (we say that Ti is replicated ni times). The 
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experimental units required for the experiment would then be allocated at random to the treatments as described above. Let Xij denote the response of the jth experimental unit receiving treatment Ti . Then (ignoring extraneous influences)
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Because of the random allocation, the component (ij of the observed response due to the experimental unit is a random variable, called the (random) error in the observation.

Where 
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 is the true treatment response by treatment Ti. It is not a random variable but unknown constant.

In analysing the data, we shall assume that the experimental units used in the experiment can be regarded as having been drawn at random from a conceptual, infinite population of such units. In practice, therefore, as far as circumstances permit, the required experimental units should be sampled at random from the population of units for which we want our conclusions to apply.

Under the above assumption, the contributions (ij of the experimental units to the observed responses are themselves independent random drawings from a population of values, having some mean (( and some variance (2, where we may take (( to be zero as a non-zero value may be regarded as part of the treatment contribution (i. 

In conclusion, for data analysis we assume that
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where the errors (ij are independent random variables, each with mean  E((ij) = 0  and variance  var((ij) = (2.
It follows that the observed responses are also independent random variables,  Xij  having mean  E(Xij) = (i  and variance  var(Xij) = (2. The observed responses Xij ,  j=1,..., ni , for treatment Ti thus vary about the corresponding true response (i as mean.

For formal tests, and for confidence intervals, we additionally assume that the errors  εij  are normally distributed, so that  
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i = 1,..., t ,  j = 1,..., ni .

If extraneous influences on the observed responses are present, then randomising over these factors will ensure that they do not have a systematic effect, but only increase the error variance.

Precision of Estimation

Under the above assumptions, we would estimate the true response µi for treatment Ti by the mean   
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of the ni  observed responses 
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for treatment Ti  (i.e. by the corresponding the sample mean).

As all observations are independent, we know that  
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The difference 
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 between the true responses for treatments Ti and Tk is then estimated by 
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The standard error measures the precision of estimation of the difference between the true treatment responses, the smaller the standard error the greater the precision. The standard error can be decreased by increasing the number of times ni , nk that each treatment is replicated. However, to halve the standard error would require a fourfold increase in ni and nk , and so this way of increasing the precision of estimation may be costly. For a fixed number of experimental units between the two treatments, the standard error is smallest when the allocation of units is as equal as possible.

Another way of increasing precision is by decreasing the error variance (2. This may be possible by a suitable experimental design, which we shall consider later.

The value of the standard error of 
[image: image37.wmf]×

×

-

k

i

X

X

 is, of course, unknown as it depends on the unknown value of  ( . Hence, to obtain an estimate of the standard error we need to estimate the error variance (2. We can obtain an estimate of (2 directly from the data, provided at least one of the treatments is replicated more than once. Thus, consider the ni observed responses Xij ,   j=1,..., ni ,  for treatment  Ti . This is a random sample of observations from a population with mean  μi and variance  (2 , and hence

(provided ni >1 ) the variance of the sample  
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Where d.f. stands for degree of freedom.

Combining the t estimators 
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which is based on  
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The standard error of 
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Under the normality assumption, the random variable
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has a  t distribution with 
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Hence, by the usual derivation, 100(1 – α)% confidence limits for the difference
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If we simply wish to test the hypothesis     H0: 
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For a test at the 100α% level of significance, we reject H0 in favour of H1 if
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This smallest difference   
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   between the treatment sample means for which H0 will be rejected is called the least significant difference (LSD) between the sample means, at the chosen level of significance.

Analysis of Variance  (ANOVA)

An initial technique for the analysis of data from a designed experiment is the analysis of variance. By this technique, the total variation in the observations, measured by the total sum of the squared deviations of the observations from the overall sample mean, is decomposed into separate components each ascribable to a different source of variation, with one component ascribable purely to random variation. This enables tests for differences between the effects of the treatments, or factor levels, to be carried out.

The Model for the Observations
As discussed above, we assume that

                  Xij =(i + (ij ,     i = 1,..., t,    j = 1,..., ni ,

where (i is the true response for treatment Ti , and the errors (ij are independent random variables, each with zero mean and variance (2 .

The model is often written in the form

                   Xij = ( + ((i –  () + (ij = ( + (i + (ij ,

where  (  is a chosen ‘reference level’, and  (i = (i – (  is called the effect of treatment Ti  (relative to the chosen reference level) .

How to choose (?

                                      The Completely Randomised Design
The experiment described above to compare t treatments T1,...,Tt , with Ti replicated ni times. There are total 
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An experiment in which each treatment is replicated the same number of times is said to be balanced.

In the balanced case, the reference level ( is often taken to be the overall mean 
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In the unbalanced case, where the ni  are not all equal, it is algebraically more convenient (e.g. in the later calculation of the expected value of a sum of squares) to take (  to be the weighted mean of the (i ,  
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 , and for this choice of reference level the treatment effects satisfy the constraint 
[image: image58.wmf]0

1

=

å

=

t

i

i

i

n

t

.

Alternatively (others), one of the true treatment responses may be taken as the reference level, say  ( = (1 . In this case the treatment effects  (i = (i – (1 satisfy the simple constraint 
(1 = 0 . Note that the choice of reference level ( is arbitrary, and is equivalent to placing an arbitrary linear constraint on the treatment effects (i .

Whatever choice of reference level (or, equivalently, of linear constraint) is made, the

difference between the effects of treatments Ti and Tk is 
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and so always represents the difference between the true treatment responses. Thus the difference between the two treatment effects is always estimated by the difference 
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Analysis of Variance
We use the one-way analysis of variance to analyse the results from a completely randomised design. The total sum of the squared deviations of the observations from their overall mean, 
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the cross-product term vanishing because
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The sum of squares 
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and so only  t – 1 of these deviations are independent, or ‘free’. Thus the treatment sum of squares has  t – 1 degrees of freedom.

The sum of squares 
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 is a measure of the uncontrolled, or error, variation within the sample of ni observations for treatment Ti , and has  ni – 1  d.f., as the  ni  deviations 
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The total sum of squares  
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We thus have the so-called analysis of variance (ANOVA) breakdown of the total sum of squares

                     Total SS   =   Treatments SS   +   Error SS , 

with corresponding partitioning of the degrees of freedom

                         N – 1    =         (t – 1)         +     (N – t) .

To understand more precisely what the sums of squares in the analysis of variance breakdown are measuring, we need to compute their expected values. Taking the model in the form

                Xij = μ + τi + εij ,    i = 1, ..., t ,  j = 1, ..., ni ,   

where  
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A sum of squares divided by its degrees of freedom is called a mean square. It follows from the above results that the expected values of the treatments and error mean

squares are 
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Thus the error mean square (which we recognise as being the pooled estimator of the error variance) is an unbiased estimator of the error variance (2, while the treatments mean square tends to overestimate (2, as it is inflated by the treatment effects τi .

However, if the treatments all have the same effect, i.e. if  
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(the common value is 0 because of the constraint 
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E (Treatments MS) = (2, and so the treatment mean square is also an unbiased estimator of  (2 .

Hence, to test the hypothesis that all treatments have the same effect, i.e. to test 
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the above considerations suggest that we take as test statistic the mean square ratio
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If  H0  is true, then both the treatment and error mean squares are unbiased estimators of  (2 , and so we expect the value of  F  to be close to 1. But if  H1 is true, then the treatments mean square is inflated by the treatment effects, and we expect the value of  F  to be greater than 1. Hence, large values of  F  discredit  H0  and favour H1 .

For formal tests, we require the null distribution of  F , and for this we assume in addition to the previous assumptions that the random errors  εij  are normally distributed. With this assumption it can be shown that, under  H0 ,  F  has an F  distribution with  t – 1  and  N – t d.f. , the d.f. corresponding to those of the treatments and error sums of squares, respectively.  (The derivation of this distribution is discussed below.)

Hence, for a test at the 100α% level of significance, we use a one-tailed test, and reject  H0  in favour of  H1 if  F  exceeds  Ft – 1,N – t; α  .

                                         Null Distribution of  F
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The analysis of variance for testing  H0 is usually displayed in tabular form :

	Source of Variation
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Calculation of the Sums of Squares

Alternative formulae (called computational formulae) can be obtained for the sums of squares in the above analysis of variance, which are easier to use for ‘hand’ calculations. By straightforward algebra we obtain
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where  
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The error sum of squares, and its d.f. , can be found by ‘differencing’ in the ANOVA table.

Derivation of the Expected Mean squares

We take the model for the observations in the form

               Xij = μ + τi + εij ,    i = 1, ..., t ,  j = 1, ..., ni ,  where 
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Averaging in the model, we can write
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The error sum of squares can therefore be written
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This expression confirms that the error sum of squares does indeed depend only on the random errors.
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Similarly, the treatments sum of squares can be written
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This expression shows that the treatment sum of squares depends on the treatment effects, and on random error.
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Derivation of the Null Distribution of F
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If  H0  is true,   F  has an F  distribution with  t – 1  and  N – t d.f. , the d.f. corresponding to those of the treatments and error sums of squares, respectively.

To obtain this distribution, we assume that the random errors 

  εij ~ IN(0,(2) .

We first require the null distributions of the treatments and error sums of squares. To find these we shall use the following known results :

(1)  Let  U1,..., Ur  be independent random variables, each distributed  N(μ,(2). Then
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(2)  Let  W1,..., Wk  be independent random variables, where  Wi ~  
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       (called the additive property of independent  χ2  random variables). 

Consider the treatments sum of squares; we shall deal only with the balanced case of equal sample sizes for the  t  treatments, where  n1 = n2 = ...= nt = n  . From above 
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It can be shown that   Treatments SS /(2 
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Consider the error sum of squares; 

for this sum of squares we can just as easily deal with the unbalanced case. We showed above that
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Further, it can be shown that the treatments and error sums of squares are independent.

Hence, the test statistic
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is, under  H0 , the ratio of independent  χ2 random variables, each divided by its d.f., and hence, by definition of the  F  distribution, under  H0 , the test statistic          

F ~ Ft – 1,N – t   . 
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